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As modern return-oriented programming (ROP) attacks have become more sophisticated, preventing or detecting 
these attacks is essential for real-world exploit defense. As an alternative to many defense techniques of 
ROP attacks that require software modification and hardware assistance, researchers have proposed ROP 
defense techniques using hardware performance counters (HPCs) to mitigate concerns about additional cost 
and compatibility issues. However the existing HPC data-based ROP detection techniques typically suffer from 
low detection performance mainly because of the non-deterministic nature of HPCs.
To address these issues, we propose DROPSYS, an enhanced detection of ROP attacks using system information. 
DROPSYS is based on the detection of the abnormal change of system information that takes place during ROP 
attacks. Differing from the existing techniques, DROPSYS harnesses not only HPC data, but also system utilization 
data to mitigate the non-deterministic nature of HPCs. Using both HPCs of processors and system utilization of 
operating systems makes transparent operation without requiring any modifications to the protected programs. 
DROPSYS uses a long short-term memory-based variational autoencoder to effectively analyze the multivariate 
time-series HPC data and system utilization data for better detection performance. DROPSYS also performs 
feature selection for low computational overhead while maintaining the attack detection performance.
In our experiments with real-world ROP exploits, DROPSYS successfully detected ROP code execution in all 
tested programs. Evaluation results show that DROPSYS effectively captures the behaviors and effects of ROP 
attacks and can detect the attacks with a 0.028% false positive rate. The accuracy of DROPSYS is 95.3%, and its 
F1 score is 94.9%—a figure much higher than those of existing techniques that utilize only HPC data.
1. Introduction

Return-oriented programming (ROP) has been used in malicious 
codes to extract sensitive information and install malware (Shacham, 
2007; Szekeres et al., 2013). Reports cite that 80% of exploits in soft-
ware vulnerabilities are made through ROP (Rains et al., 2015). Since 
modern exploits have become sophisticated, preventing or detecting 
ROP is imperative for real-world exploit defense. For example, to pre-
vent attackers from analyzing and manipulating program memory, ad-
dress space layout randomization (ASLR) (Miller et al., 2011) randomly 
arranges the virtual memory address space, and data execution pre-
vention (DEP) (van de Ven, 2004) prevents code injection by attackers 
from being executed. Attackers who use ROP, however, can choose 
from among various techniques (Roglia et al., 2009; Vreugdenhil, 2010; 
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Shacham et al., 2004) that are based on information leakage and brute 
force attacks to bypass ASLR and DEP.

To ensure that a program is safely protected against ROP attackers, 
researchers have developed a number of defenses such as hybrid de-
fense techniques using both software and hardware (Davi et al., 2015; 
De Clercq and Verbauwhede, 2017; Kumar et al., 2022; Wang et al., 
2022; Shanbhogue et al., 2019). Although hybrid defense techniques are 
practical in terms of performance, these come with additional hardware 
cost and compiler compatibility issues. For example, RetTag (Wang et 
al., 2022) requires additional hardware support to check the pointer 
authentication code (PAC) in every function call with a return address 
authentication key. HAFIX (Davi et al., 2015) also requires modifica-
tion of the existing compiler to use a special instruction set architecture 
(ISA) that assigns a unique label to each function and checks the control 
flow of a program. Intel has recently developed Control-flow Enforce-
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ment Technology (CET) (Shanbhogue et al., 2019) to protect both for-
ward and backward indirect control flows. Intel CET is a hybrid defense 
technique that is composed of two main components: shadow stack and 
indirect branch tracking. Shadow stack is a second stack used for en-
suring integrity by comparing its return addresses with the main stack’s 
return addresses. Indirect branch tracking is a technique that uses the 
new branch termination instructions to prevent attackers from jumping 
to arbitrary memory addresses. However, similar to RetTag and HAFIX, 
Intel CET also requires supported Windows builds and chipsets for its 
application (note that Intel CET is available across the 11th Gen Intel 
Core processors and later). Furthermore, applications that are not com-
piled with Intel CET support may still be vulnerable to attacks even if 
the underlying hardware supports Intel CET.

To overcome this limitation, several techniques (Yuan et al., 2011; 
Herath and Fogh, 2015; Xia et al., 2012; Zhou et al., 2014; Wang and 
Backer, 2016; Das et al., 2018; Pfaff et al., 2015; Tang et al., 2014) 
have been designed to monitor and check the control flow of a program 
during runtime via hardware performance counters (HPCs), which are 
available by default in processors. These techniques are based on the 
observation that ROP incurs abnormal values from HPCs, and as such, 
they generally rely on heuristics to decide whether an ROP attack has 
occurred or not. Unfortunately, this approach turned out to be not trust-
ful. That is, these techniques depend entirely on irregularly measured 
HPC data stemming from the non-deterministic nature of HPCs (Weaver 
et al., 2013). More importantly, the techniques failed to take into ac-
count the non-determinism of HPCs in their design process (Das et al., 
2019).

The research problems that we deal with encompass two aspects. 
The first problem pertains to additional costs and compatibility issues 
that arise when applying a technique to a system. The second problem 
involves the low ROP attack detection performance observed in pre-
vious research. In response to these, the paper proposes DROPSYS, an 
enhanced detection of ROP attacks using system information. DROPSYS 
is a transparent technique that provides runtime protection to third-
party applications against ROP attacks. Since DROPSYS utilizes system 
information that is available by default in systems and does not require 
any modifications to existing binaries, it can be easily deployed and can 
protect applications that are already installed on end-user systems. Sys-
tem information includes HPC data from the hardware layer and system 
utilization data from the kernel layer. Existing techniques rely solely on 
HPC data, exposing issues such as measurement instability due to the 
non-deterministic nature of HPC and limitations in analyzing ROP at-
tacks because of the constrained number of HPCs (e.g., 7 HPCs in Intel 
CPUs). DROPSYS addresses these challenges by advancing its approach, 
integrating system utilization data for a more comprehensive analysis. 
This addition is crucial as HPC data alone may not adequately repre-
sent the features associated with ROP attacks. Since the attributes of 
ROP code manipulate a program counter and a stack pointer through 
return instructions, they cause unanticipated control flow in programs. 
The execution of ROP code affects not only instruction processing by 
processors but also operations on processes, resulting in overall abnor-
mal system behavior.

For detecting ROP attacks, DROPSYS uses a generative model that 
learns the distribution of system information using semi-supervised 
learning: a long short-term memory-based variational autoencoder 
(LSTM-VAE) (Park et al., 2018). An LSTM-VAE utilizes LSTM for both 
an encoder and a decoder networks in VAE, which can model the distri-
bution of time-series data with its temporal dependencies and generate 
new data that is similar to the input data. DROPSYS uses LSTM-VAE 
to detect ROP attacks by learning normal program behavior through 
multivariate time-series and nonlinear system information. DROPSYS 
calculates reconstruction errors between the original input and the re-
sults of the decoding via mean squared error (MSE). DROPSYS detects 
any anomaly as an ROP attack when the reconstruction error is higher 
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Furthermore, DROPSYS utilizes the Shapley value (Lundberg and 
Lee, 2017) to explain the degree of contribution of each feature, en-
abling the interpretation of which system information is relevant to 
ROP attacks. Based on the Shapley value, we conduct feature selec-
tion to improve detection performance and reduce overhead. It turns 
out that the selected system information effectively reflects the charac-
teristics of ROP attacks.

We evaluated DROPSYS using real-world ROP exploits from the 
Metasploit framework (Metasploit, 2022) that provides penetration test. 
Our evaluation results show that DROPSYS is able to detect the behav-
iors and effects of ROP attacks. DROPSYS achieves an average accuracy 
rate of 95.3% and an average F1 score of 94.9%, which outperformed 
previous HPCs-based approaches (Wang and Backer, 2016; Das et al., 
2018). Besides this, DROPSYS reduces the false positive rate by about 
91% compared to previous approaches (Wang and Backer, 2016; Das et 
al., 2018).

We summarize our contributions as follows:

• A comprehensive ROP attack detection technique. We propose 
a new ROP attack detection technique that monitors system in-
formation during runtime and detects the characteristics of ROP 
attacks. By using system information, DROPSYS mitigates the ef-
fect of HPC non-determinism in regard to ROP attack detection 
and overcomes the limited number of available HPCs.

• A transparent ROP attack detection technique. DROPSYS does 
not require source code or symbolic debugging information as 
it operates independently from monitored programs. This makes 
DROPSYS a cost-effective and compatible technique for protecting 
applications.

• Accurate ROP attack detection. DROPSYS utilizes an LSTM-VAE 
which can analyze multivariate time-series system information. 
DROPSYS enhances the detection performance of ROP attacks. 
Specifically, it improves both accuracy and the F1 score, substan-
tially reducing the false positive rate compared to previous ap-
proaches.

The remainder of the paper is organized as follows: Section 2 provides 
background. Section 3 describes our threat model. Section 4 describes 
the methodology of DROPSYS, and Section 5 presents our evaluation 
results. Section 6 discusses the limitations and outlines future work for 
DROPSYS. Section 7 summarizes related works, and Section 8 concludes 
this paper.

2. Background

2.1. Return-oriented programming

ROP attacks exploit various memory vulnerabilities to manipulate 
the control flow of a program for the intended direction of an attacker 
(Szekeres et al., 2013). Especially, ROP attacks exploit instruction sets, 
which exist in executable segments of the vulnerable process, without 
requiring the attacker to inject any code into the process (Roemer et al., 
2012). An instruction set used in ROP attacks is called a gadget. Each 
gadget consists of a small instruction sequence, and the last instruction 
of each gadget ends with a return instruction. When constructing an at-
tack payload, an ROP attacker essentially links the addresses of gadgets. 
The link is called as a gadget chain. The gadget chain runs consecutively 
according to a sequence of gadgets contained in the payload.

In the ROP attack process, an attacker uses memory vulnerabilities, 
such as buffer overflow, in the target program to overwrite the attack 
payload on the program’s stack return address. Then, when the pro-
gram’s stack is returned, the return address that the attacker overwrote 
executes, and this causes the program’s stack pointer to point to the 
attacker’s gadget address. The gadgets execute consecutively and ma-

nipulate the program using the control flow that the attacker desires.
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2.2. Hardware performance counters

HPCs stand for special-purpose register sets built into the perfor-
mance monitoring unit (PMU) of a processor. Evaluating various pro-
cessor performances, the PMU monitors hardware performance events 
through a set of model-specific HPCs. The PMU provides the inter-
face to read the data of hardware performance events of interest from 
HPCs. Especially, HPCs can be read by either event-based sampling or 
polling (Das et al., 2019). Event-based sampling reads HPCs by using 
Performance Monitoring Interrupt (PMI), which can be generated after 
the occurrence of a certain number of hardware performance events. 
Polling reads HPCs by using the rdpmc instructions which are inserted 
in the desired locations in a program’s code.

The number of available HPCs is diverse between processors. In gen-
eral, HPCs are composed of three fixed counters and four programmable 
counters per core in Intel CPUs. Three fixed counters are used for mon-
itoring fixed hardware performance events such as Instruction Retired, 
UnHalted Core Cycles, and UnHalted Reference Cycles. On the other 
hand, four programmable counters are used for monitoring other hard-
ware performance events.

2.3. System information

We define system information as a combination of HPC data in 
the hardware layer and system utilization data in the kernel layer. 
First, note that HPC data is information about hardware performance 
events measured through HPCs. Modern processors provide many hard-
ware performance events. Hardware performance events can be divided 
into architectural or non-architectural events. The architectural events 
are identical in the majority of processors. However, in contrast, the 
non-architectural events are specific to each generation of processors. 
Hardware performance events for Intel processors can be found in the 
Intel manual (Guide, 2015). Next, system utilization data relates to any 
system resources that a process uses. In other words, system utilization 
data indicates how many system resources that the process is occupy-
ing. For example, system utilization data includes information on CPU 
usage, memory, disks, network, and so on (Avritzer et al., 2010; Preeth 
et al., 2015).

2.4. Anomaly detection explanation

Anomaly detection is a technique used to detect anomalies that are 
distinct from normal data (Chandola et al., 2009; Liao et al., 2013; An-
dress, 2014). For detecting anomalies, a generative model learns the 
distribution of the training data sets so that it reconstructs the input 
data to measure reconstruction error with the anomaly score.

An autoencoder (AE) is a deep generative model that consists of 
both an encoder which compresses the data from the input space to the 
latent space (encoded space) and a decoder which decompresses the 
compressed data. The problem of an AE is overfitting during learning 
the encoding/decoding scheme using iterative optimization. To over-
come the problem of an AE, a variational autoencoder (VAE) focuses 
on the regularity of the latent space, which guarantees the quality and 
relevance of generated data. A VAE represents the latent space regu-
larization by making its encoder return a distribution over the latent 
space unlike an AE which compresses data of a single point. Besides, 
a VAE adds a regularization term to a loss function. The loss function 
of a VAE consists of the sum of the reconstruction term and the regu-
larization term. Especially, the regularization term is expressed as the 
Kullback-Leibler divergence between the returned distribution and a 
standard Gaussian to organize the latent space. The above scheme of 
a VAE makes its latent space possible to generate new data, resulting 
in mitigation of overfitting. Afterwards, a VAE develops into an LSTM-
VAE that transforms both an encoder and a decoder networks into LSTM 
networks to detect long term anomalies. LSTM networks are recurrent 
3
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sequence of data. An LSTM-VAE that has the characteristics of both a 
VAE and an LSTM encodes the data from each time series sequence as 
distribution over a latent space, samples a point from that distribution 
in the latent space, and decodes the sampled point.

For explaining anomaly detection, the Shapley value has recently 
been employed to provide interpretability for predictions from neural 
network models. It numerically expresses the contribution of each input 
feature to the predictions made by the models. In a conditional game 
theory, the Shapley value evaluates each participant’s contribution to 
the profits in a cooperative game. The principal of the Shapley value is 
calculating the contribution degree of a specific input feature by com-
parison between the prediction results obtained from all combinations 
related to the specific input feature. Interpreting what input features 
mainly work can increase transparency that gives the reasoning behind 
certain predictions of the models.

3. Threat model

We define our threat model to ensure the efficiency of our tech-
nique by incorporating the attack assumptions used in research related 
to ROP attacks (Bittau et al., 2014; Evans et al., 2015; Lu et al., 2015). 
We assume that target machines use widely available 32-bit or 64-bit 
processors. We assume that security mechanisms such as DEP or ASLR 
are applied to a standard operating system like Windows, and that all 
hardware elements on the target machines are dependable. For remote 
attackers, we assume their objective is to alter the normal control flow 
of target programs and execute their own code without causing the 
target programs to crash. Note that attackers can have the same tar-
get programs because these programs are accessible on the Internet. 
This implies that attackers can discover security bugs, vulnerabilities, 
and code gadgets by analyzing the target programs. We assume that 
there are security bugs and vulnerabilities in the target programs that 
the attackers can take advantage of. We assume that the attackers can 
not only bypass protection techniques through information leakage or 
the Java runtime environment (JRE) but also specially exploit memory 
vulnerabilities. This allows them to read from and write to an arbi-
trary memory address. For example, memory vulnerabilities include 
Use-After-Free, integer overflow, heap buffer overflow, double deref-
erence, and stack buffer overflow. Given our threat model, we focus on 
preventing attacks that exploit vulnerabilities to bypass DEP or ASLR 
and overwrite return addresses to hijack control flow. Our scope ex-
cludes considerations of hardware-based attacks (Gruss et al., 2015) 
and non-control-data attacks (Chen et al., 2005).

4. Our method: DROPSYS

4.1. Overview

DROPSYS is based on monitoring the change of system information 
affected by abnormal control flow transfers that take place during ROP 
attacks. In fact, the execution of ROP code adversely affects instruc-
tion processing by processors and operations on processes, resulting to 
abnormal system information.

Fig. 1 illustrates the architecture of DROPSYS, which follows a four-
step process:

1. System Information Utilization involves collecting relevant sys-
tem information about ROP attack behavior and effects.

2. Data Preprocessing transforms the collected HPC data and system 
utilization data into meaningful formats.

3. Feature Selection utilizes probabilistic PCA to approximate the 
Shapley value for understanding system information contributions. 
It then selects top-contributing features for efficient model training.

4. Anomaly Detection employs semi-supervised learning to model 
an LSTM-VAE using only legitimate system information as training 
data. DROPSYS estimates ROP attacks based on the reconstruction 

error, which serves as an anomaly score.
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Fig. 1. Overview of the DROPSYS architecture.
Table 1

Monitored HPC data.

HPC data Explanation

Instruction Retired Number of instructions at retirement
UnHalted Core Cycles Core clock cycles
UnHalted Reference Cycles Reference clock cycles
BR_MISP_RETIRED.NEAR_TAKEN Number of near branch instructions

retired that were mispredicted and taken
L2_LINES_OUT.NON_SILENT Number of lines evicted by L2 cache
FRONTEND_RETIRED.L2_MISS Number of L2 cache true misses
LONGEST_LAT_CACHE.MISS Number of the last-level cache misses

4.2. System information utilization

DROPSYS not only monitors HPC data (Table 1) which is related 
to the behaviors of an ROP attack but also system utilization data (Ta-
ble 2), enabling DROPSYS to analyze the effects of the behaviors. To uti-
lize system information, DROPSYS generates two modules for sampling 
HPC data and system utilization data, respectively. The first module 
takes samples of system utilization data using a Python library (Rodola, 
2016), while the second module samples HPC data through the Intel 
Performance Counter Monitor (PCM) (Willhalm and Dementiev, 2022) 
and CS-PMI (Das et al., 2019). We used Intel PCM for running Windows 
10 and CS-PMI for Windows 7 to determine the optimal technique for 
each operating system. Both techniques were utilized in event-based 
sampling mode to read HPC data in real-time. Since a sampling rate 
faster than 1 ms results in overhead that is more than double the run-
time, exceeding the acceptable range (Szekeres et al., 2013), DROPSYS 
avoids rates faster than 1 ms. We set 1 ms as the baseline sampling 
rate and collect system information at slower rates. The examination 
of changes in detection performance and overhead based on sampling 
rates is presented in Section 5.

Based on our observation of ROP attacks, DROPSYS recognizes four 
categories of system information that the attacks trigger in an abnormal 
way rather than a normal execution.
Branch misprediction. Branch misprediction is when a processor fails 
to predict the direction and destination of branch instructions by a 
branch prediction unit. More specifically, the branch prediction unit 
uses the return address stack (RAS) for call-return instructions (Skadron 
et al., 1998). If branch prediction does not match the actual branch, a 
CPU discards the prediction results from a pipeline and performs the 
4

actual branch. In the opposite case, the CPU uses the prediction results. 
Table 2

Monitored system utilization data.

System utilization Explanation

CPU user time Process time spent in user mode
CPU system time Process time spent in kernel mode
Read count Number of read operations performed by a process
Write count Number of write operations performed by a process
Read byte Number of bytes read
Write byte Number of bytes written
Other count Number of I/O operations

performed (other than read and write operations)
Other byte Number of bytes transformed

(other than read and write operations)
Page fault Number of page faults
Peak Wset Peak non-swapped physical memory used by a process
Wset Non-swapped physical memory used by a process
Peak paged pool Peak paged pool usage by a process
Paged pool The current paged pool usage by a process
Peak non-paged pool Peak non-paged pool usage by a process
Non-paged pool Current non-paged pool usage by a process
Page file Total amount of virtual memory used by a process
Peak page file Peak total amount of virtual memory used by a process
USS Memory size (unique to a process)
Memory map number Number of memory maps per process
Memory map amount Total amount of memory maps per process
Memory percent Process memory utilization as a percentage
Voluntary context switch Number of voluntary context switches by a process
Thread user time Time spent by threads in user mode
Thread system time Time spent by threads in kernel mode

In terms of branch misprediction, ROP attacks degrade the performance 
of branch prediction because the attacks change the actual return ad-
dress into a manipulated return address, causing RAS entries not to 
match consecutively. Fig. 2 compares control flow transfers between a 
normal execution (top) and an ROP attack execution (bottom) at the in-
struction level. In the normal execution, when a subroutine ends with a 
return instruction, the instruction right after the call instruction of the 
caller functions is processed. On the other hand, ROP attacks transfer 
the control flow from each gadget with only a few instructions (Cheng 
et al., 2014) to the next one through the successive execution of illegal 
return instructions. When a gadget ends with a return instruction, the 
first instruction of the following gadget is processed. Since the execu-
tion behavior of ROP code incurs successive illegal return instructions 
that prevent a processor from predicting branch instructions, it leads 

to a decrease in instruction processing performance. DROPSYS utilizes 
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Fig. 2. Comparison of control flow transfers between a normal execution (top) and an ROP attack execution (bottom) at the instruction level.
system information related to branch mispredictions caused by ROP at-
tacks.
Level 2 (L2) cache eviction, miss and last-level cache (LLC) miss.

L2 cache eviction, as well as L2 cache miss and LLC miss, indicate that 
the desired data is not present in either the L2 cache or the LLC. Note 
that the caches are what pass a program’s executable code and data to 
a processor. Caches work well in a computer system because the pro-
cessor accesses their code and data by utilizing the locality of reference 
(Denning, 2005). In terms of the locality of reference, cache miss can be 
caused by requests for code and data that are not peripheral parts of the 
code or data being executed. It can also be caused by requests for re-
cently unused code and data. However, ROP attacks artificially damage 
the locality of reference on caches and cause consecutive cache misses 
as these attacks utilize gadgets that are spread across the program’s 
memory area. DROPSYS catches ROP attacks using system information 
related to L2 cache eviction along with miss and LLC miss. Since L1 
cache miss is frequent in normal executions due to the small capacity 
of L1 cache, we do not use Level 1 (L1) cache miss in our technique. 
For example, in the Ice Lake Client Microarchitecture, the capacity of 
L1 cache is 48 KB, which is smaller than L2 cache (512 KB) and the LLC 
(up to 2 MB per core).
Instructions per cycle (IPC). IPC refers to the average number of in-
structions executed for each clock cycle. ROP attacks decrease IPC and 
increase program execution time (Eyerman et al., 2006) due to branch 
misprediction, L2 cache eviction, misses, and LLC misses. These events 
consume cycles but do not execute instructions. For example, if branch 
prediction is wrong, the prediction results are all discarded from the 
pipeline, and the correct instructions must be executed again. In case 
of cache misses, the pipeline stops and brings about the penalty, which 
is an additional delay during which caches must receive the requested 
code and data. DROPSYS monitors ROP attacks using system informa-
tion related to the IPC.
System utilization. We utilize system utilization data to catch the ef-
fect of ROP attacks on a process. System utilization is part of process 
context, which indicates how much the process uses each system re-
source. A process means that a program is allocated in the main memory 
and runs on a processor. ROP attacks can lead to the atypical utiliza-
tion of CPU, memory, and I/O operations in a process. This is because 
they require additional actions, such as executing gadgets, Windows 
API functions, and system calls, achieved through triggering abnormal 
control flow transfers. Fig. 3 illustrates snapshots (vertical bars) of the 
address space of a process in which ROP attacks occurred. Typically, 
ROP attacks based on a long sequence of gadget chain utilize not only 
memory corruption but also Windows API functions (Erlingsson, 2007) 
to invoke system calls instead of directly invoking system calls. This ap-
proach enables successful interaction with the victim operating system, 
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granting full control (Pappas et al., 2013). Compared to normal execu-
Algorithm 1: Data preprocessing algorithm for system infor-
mation.

Input: 𝑋ℎ𝑝𝑐 ∈ℝ𝑠𝑎𝑚𝑝𝑙𝑒𝑠×𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠

𝑋𝑢𝑡𝑖𝑙 ∈ℝ𝑠𝑎𝑚𝑝𝑙𝑒𝑠×𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠

Output: 𝑋𝑠𝑦𝑠𝐼𝑛𝑓𝑜 ∈ℝ𝑟𝑒𝑠𝑎𝑚𝑝𝑙𝑒𝑠×𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠

𝑁1 ← 𝑠𝑎𝑚𝑝𝑙𝑒𝑠;
𝑁2 ← 𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠;
while 𝑁1 ≠ 0 do

𝐼𝑃𝐶1 ← 𝑋ℎ𝑝𝑐 (𝑁1, 𝐼𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 𝑅𝑒𝑡𝑖𝑟𝑒𝑑)
𝑋ℎ𝑝𝑐 (𝑁1, 𝑈𝑛𝐻𝑎𝑙𝑡𝑒𝑑 𝐶𝑜𝑟𝑒 𝐶𝑦𝑐𝑙𝑒𝑠)

;

𝐼𝑃𝐶2 ← 𝑋ℎ𝑝𝑐 (𝑁1, 𝐼𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 𝑅𝑒𝑡𝑖𝑟𝑒𝑑)
𝑋ℎ𝑝𝑐 (𝑁1, 𝑈𝑛𝐻𝑎𝑙𝑡𝑒𝑑 𝑅𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝐶𝑦𝑐𝑙𝑒𝑠)

;

𝑋ℎ𝑝𝑐𝐴 ←𝑚𝑒𝑟𝑔𝑒 𝐼𝑃𝐶1, 𝐼𝑃𝐶2, 𝑎𝑛𝑑 𝑋ℎ𝑝𝑐(𝑁1, 𝑜𝑡ℎ𝑒𝑟𝑠);
𝑁1 ←𝑁1 − 1;

end

while 𝑁2 ≠ 0 do

𝑋𝑢𝑡𝑖𝑙𝑍 ← 𝑧𝑠𝑐𝑜𝑟𝑒(𝑋𝑢𝑡𝑖𝑙( ∶ , 𝑁2));
𝑁2 ←𝑁2 − 1;

end

𝑋ℎ𝑝𝑐𝑅 ∈ℝ𝑟𝑒𝑠𝑎𝑚𝑝𝑙𝑒𝑠×𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 ← 𝑟𝑒𝑠𝑎𝑚𝑝𝑙𝑒 𝑋ℎ𝑝𝑐𝐴 𝑡𝑜 1𝑚𝑠;
𝑋𝑢𝑡𝑖𝑙𝑅 ∈ℝ𝑟𝑒𝑠𝑎𝑚𝑝𝑙𝑒𝑠×𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 ← 𝑟𝑒𝑠𝑎𝑚𝑝𝑙𝑒 𝑋𝑢𝑡𝑖𝑙𝑍 𝑡𝑜 1𝑚𝑠;
𝑋ℎ𝑝𝑐𝑍 ← 𝑖𝑛𝑡𝑒𝑟𝑝𝑜𝑙𝑎𝑡𝑒 𝑋ℎ𝑝𝑐𝑅 𝑤𝑖𝑡ℎ 𝑧𝑒𝑟𝑜 𝑣𝑎𝑙𝑢𝑒;
𝑋𝑢𝑡𝑖𝑙𝑁 ← 𝑖𝑛𝑡𝑒𝑟𝑝𝑜𝑙𝑎𝑡𝑒 𝑋𝑢𝑡𝑖𝑙𝑅 𝑤𝑖𝑡ℎ 𝑛𝑒𝑎𝑟𝑒𝑠𝑡 𝑣𝑎𝑙𝑢𝑒;
𝑋𝑠𝑦𝑠𝐼𝑛𝑓𝑜 ←𝑚𝑒𝑟𝑔𝑒 𝑋ℎ𝑝𝑐𝑍 , 𝑋𝑢𝑡𝑖𝑙𝑁 ;

tion, this attribute of ROP attacks abnormally affects both the memory 
usage (user space, system dll space, and kernel space) of a process and 
various I/O operations of the process. Note that the system utilization 
of a process is affected not only directly by ROP attacks but also by the 
aftereffects of the aforementioned three attack behaviors. Therefore, we 
leverage the causality between HPC data and system utilization data.

4.3. Data preprocessing

For data preprocessing, DROPSYS collects system information dur-
ing the execution of a program and then transforms the collected system 
information into essential type of data. Algorithm 1 shows DROPSYS 
data preprocessing. To enhance detection performance, DROPSYS uses 
core clock cycles to calculate IPC1 and reference clock cycles to calcu-
late IPC2. Next, DROPSYS applies a Z-Score standardization (Sugiyama, 
2016) on system utilization data to monitor any change of system uti-
lization of a process. Subsequently, DROPSYS upsamples the measured 
HPC data and system utilization data to the sampling rate’s time in-
terval, ensuring consistency in time intervals and points across each 
interval. Missing values caused by upsampling are handled through 
interpolation. Zero interpolation is used to interpolate HPC data, and 

nearest interpolation is used for the interpolation of system utilization 
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m u
Fig. 3. Illustration of ROP code execution affecting syste

data. Finally, DROPSYS merges HPC data with system utilization data 
based on timestamps.

4.4. Feature selection

We utilize the Shapley value to perform feature selection. Our mo-
tivation is to enhance our overall model by leveraging insights gained 
from the Shapley value, which has the ability to measure the contri-
bution of each feature (Arrieta et al., 2020). Specifically, we focus on 
the ability of the Shapley value that naturally accounts for interactions 
between features by capturing their impact within different feature 
subsets. We define the value function using the reconstruction error 
of probabilistic PCA, which is used for explaining anomaly detection 
(Takeishi, 2019). Furthermore, we use the marginalization technique 
which simplifies the value function to improve efficiency in calcula-
tion of the Shapley value. Then, we calculate the Shapley value using 
the value function with the Monte Carlo approximation (Strumbelj and 
Kononenko, 2010) that randomly selects some subsets of features. We 
measured contributions by the Shapley value for 30 system informa-
tion to examine which data contributes to ROP attacks. We used 130 
data sets from normal executions to define the reconstruction error of 
probabilistic PCA. We set the PCA dimensionality to 8. The 130 data 
sets from ROP attack executions were used to calculate the Shapley 
value. The number of Monte Carlo iterations was set to 1,000. The 
Shapley value was evaluated for each feature per sample of the data 
sets. We averaged contributions by each feature across all samples of 
the data sets. The contribution of 30 system information to ROP at-
tacks is shown in Fig. 4, illustrating how system information influences 
ROP attack detection across four aspects covered earlier. Branch mis-
prediction contributes 12%, and L2 cache eviction, miss, and LLC miss 
collectively make up 41%. IPC contributes 6%, while system utilization 
accounts for another 41%. Even though system utilization in the ker-
nel layer significantly contributes, the 59:41 ratio between HPC data 
and system utilization highlights a distinct variation in HPC data at the 
hardware layer under normal and attack conditions. This finding sug-
gests that our technique is designed to identify ROP attacks by placing 
emphasis on analyzing slightly more hardware events than system uti-
lization. Utilizing the Shapley value for feature selection ensures that 
DROPSYS maintains high attack detection performance with minimal 
computational overhead. The examination of changes in detection per-
formance and overhead based on the number of features is presented in 
Section 5.

4.5. Anomaly detection

We employ semi-supervised anomaly detection to enhance detection 
6

performance because this approach does not require prior information 
tilization by generating abnormal control flow transfers.

Fig. 4. The result of contribution degree of system information using the Shap-
ley value.

about the attack during model training. In fact, only a few publicly 
available working ROP exploits exist, and making them function in a 
specific environment is challenging (Pappas et al., 2013; Tang et al., 
2014; Cristalli et al., 2016; Das et al., 2018). Given the difficulty of col-
lecting real-world ROP attack data, semi-supervised anomaly detection 
enables model training without the need for prior information about 
ROP attacks. In detail, semi-supervised anomaly detection involves la-
beling only the normal data (Alla and Adari, 2019). The model learns 
the characteristics of normal data, allowing it to identify anomalous 
data as deviations from the learned normal pattern. Therefore, semi-
supervised anomaly detection is particularly useful when abnormal data 
is scarce compared to normal data or when there is a severe class im-
balance between normal and abnormal data (Chandola et al., 2009).

We specifically utilize an LSTM-VAE to detect ROP attacks by ana-
lyzing the inherent characteristics of system information, placing partic-

ular emphasis on variability. Our approach is motivated by the fact that 
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Fig. 5. The scatter plot depicting the relationship between HPC data and system utilization in each attack execution (orange) and normal execution (blue). (For 
interpretation of the colors in the figure(s), the reader is referred to the web version of this article.)
an LSTM-VAE captures the inherent distribution of system information 
across multiple dimensions and reconstructs system information using 
anticipated distribution (Park et al., 2018). Fig. 5 illustrates a scatter 
plot depicting the two distributions of system information for normal 
execution (blue) and attack execution (orange). The x-axis represents 
HPC data, and the y-axis represents system utilization data standardized 
using a Z-Score. Fig. 5 provides some visual insights into the variability 
of system information. In the horizontal and vertical spread of points 
on Fig. 5, widely scattered points with a random distribution indicate 
higher variability, while a narrow spread suggests lower variability. As 
depicted in the red rectangle in Fig. 5, distinguishing clearly between a 
normal execution and an attack execution based on the distributions of 
HPC data and system utilization is challenging with simple techniques.

Our LSTM-VAE model learns a latent representation of sequential 
data and generates new sequential data that is similar to the input 
data. In detail, our model encodes input data from each time-series se-
quence as a distribution over a latent space. The latent variables of the 
LSTM-VAE are stochastic variables. This provides extended expressive 
power and the ability to address differences in variability between nor-
mal data and anomaly data (An and Cho, 2015). From this distribution, 
a point is randomly sampled in the latent space, which is then decoded 
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to generate a new time-series sequence. The reconstruction of LSTM-
VAE depends on the variability, considering the variance parameter of 
the distribution function. This property allows for selective sensitivity 
to reconstruction based on variable variance (An and Cho, 2015). To 
assess detection performance considering variability of system infor-
mation, we examine performance differences between LSTM-AE, which 
relies on a deterministic nature, and LSTM-VAE. The results are pre-
sented in Section 5.

The architecture of our LSTM-VAE model, illustrated in Fig. 6, uti-
lizes a stateless LSTM model from the Keras deep learning library (Chol-
let et al., 2015). LSTM layers with tanh activation are employed. The 
model uses a batch size of 64, runs for 100 epochs, and utilizes adam

optimizer with a learning rate of 1 × 10−4. The encoder comprises two 
LSTM layers, succeeded by a mean and variance layer. The first layer 
has 50 units, and the second has 40 units, processing sequences based 
on the time window and number of features. Input data (𝑋) is fed into 
the encoder, mapping it to a distribution within a latent space set at 
a dimensionality of 40. The encoder’s mean (𝜇) and variance (𝜎) out-
puts are utilized to sample a latent vector (𝑍) from the latent space. 
The sampled latent vector enters the decoder, consisting of two LSTM 
layers (50 units for the first and 20 units for the second). The decoder 
generates sequences of the same length as the input, and the final dense 

layer ensures that the reconstructed output (𝑋̂) maintains the original 
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Table 3

Real-world ROP exploits from the Metasploit framework.

CVE Application # gadgets Avg. 
Length

Vulnerability

2011-1996 (Ms11-081, 2011) Internet explorer 8 19 2.05 Use-After-Free
2012-1535 (Adobe, 2012) Adobe flash 11.3 18 2.17 Integer overflow
2012-1875 (Ms12-037, 2012a) Internet explorer 8 45 1.44 Use-After-Free
2012-1876 (Ms12-037, 2012b) Internet explorer 8 14 1.86 Heap overflow
2012-4792 (Ms13-008, 2012) Internet explorer 8 72 2.03 Use-After-Free
2012-4969 (Ms12-063, 2012) Internet explorer 9 19 2.05 Use-After-Free
2013-1347 (Ms13-038, 2013) Internet explorer 8 45 2.04 Use-After-Free
2013-2551 (Ms13-037, 2013) Internet explorer 8 3 1.67 Integer overflow
2013-3897 (Ms13-080, 2013) Internet explorer 8 17 2.29 Use-After-Free
2014-0569 (Adobe, 2014) Adobe flash 15.0 4 2 Integer overflow
2015-0359 (Adobe, 2015) Adobe flash 17.0 4 2 Use-After-Free
2017-14016 (Advantech, 2017) WebAccess 8.2 32 1.78 Stack buffer overflow
2018-11529 * (Vlc, 2018) VLC 2.2 4 2.75 Use-After-Free

* Windows 10. Others: Windows 7.

Table 4

The change of detection performance and overhead in view of the number of features.

Test Program # training/validation sets # test sets (# records) Threshold

Normal Attack

WebAccess (CVE-2017-14016) 1 × 50 1 × 10 (29399) 1 × 10 (28044) 1.266
VLC (CVE-2018-11529) 1 × 50 1 × 10 (323034) 1 × 10 (314347) 0.297
Internet Explorer (11 Other CVEs) 11 × 50 11 × 10 (99762) 11 × 10 (99762) 0.549
Fig. 6. The structure of our LSTM-VAE.

number of features. The hyperparameters were selected through trial 
and error, and these values have consistently produced satisfactory re-
sults in training the proposed model. The loss function consists of two 
components: the reconstruction loss and the KL divergence loss. The 
former measures the mean squared error between input and output, 
while the latter enforces a probabilistic structure in the latent space. 
The total loss is the sum of these components, guiding the model to-
ward a balance between accurate reconstructions and a well-behaved 
latent space. We use the reconstruction error as an anomaly score. Cal-
culated as the mean squared error between the original input data and 
the reconstructed data generated by the decoder, a high reconstruction 
error indicates that the input data was not well-reconstructed by the 
model, signifying the occurrence of an ROP attack.

To identify the optimal threshold for reconstruction error in 
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anomaly estimation, we employ the precision-recall break-even point 
(Caruana and Niculescu-Mizil, 2004). This point represents the junc-
ture where both precision and recall values are equal, ensuring a 
balanced trade-off between false positives and false negatives. Fig. 7
illustrates the precision-recall curve. The curve represents precision 
values (blue) and recalls values (orange) on the y-axis against thresh-
olds on the x-axis. The precision-recall break-even point corresponds 
to the intersection of these precision and recalls curves. We start with 
the calculation of precision and recall values for each test set. Next, we 
identify the intersection points. Finally, we determine the average of all 
the identified intersection points and use this average as a threshold for 
assessing the model across all test sets. The thresholds we obtained are 
presented in Table 4.

5. Evaluation

In this section, we present the results of testing DROPSYS against 
real-world ROP attacks and measuring its runtime overhead. We set up 
both a target and an attack machine with an Intel Core i7-10700 2.9 Ghz 
(Ice Lake Client Microarchitecture). We used VMware (VMware, 2023) 
virtualization to run both machines. We implemented a prototype of 
DROPSYS on target machines running x86 Windows 7 Professional SP1 
and x64 Windows 10 Pro. The selection of target machine platforms is 
a requirement for testing ROP attacks corresponding to each common 
vulnerability and exposure (CVE), rather than a limitation of imple-
mentation. On the attack machine running Kali Linux, we used the 
Metasploit framework to execute the ROP attacks in Table 3. Our eval-
uation addresses the following questions:

• RQ 1. What advantages does DROPSYS gain from optimizing 
its hyperparameters?

• RQ 2. How accurately does DROPSYS capture abnormal system 
information?

5.1. Data collection

We used 13 sets of evaluation scenarios based on CVEs listed in Ta-
ble 3. Each set consists of a normal scenario and an ROP attack scenario, 
which were designed to collect system information. For instance, in the 
normal scenario, we observed Internet Explorer executing a general web 

search page like MSN, while in the attack scenario, we observed its ex-
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Fig. 7. An example of the precision-recall curve for CVE-2013-1347, illustrating precision-recall pairs for different thresholds.
ecution with either a malicious HTML file or a URL provided by the 
Metasploit framework. The evaluation scenarios vary slightly, partic-
ularly for the two CVEs: 2017-14016 and 2018-11529. In the normal 
scenario of CVE-2017-14016, the webvrpcs service of WebAccess runs 
normally, but in the attack scenario, the service is actively targeted by 
the attack machine. In the attack scenario of CVE-2018-11529, the ma-
licious mkv file (959 MB) generated by the Metasploit framework is 
executed using VLC, whereas in the normal scenario, a regular mkv file 
of the same size is executed.

Each ROP attack scenario listed in Table 3 collectively exploits mem-
ory corruption vulnerabilities in various applications, utilizing unique 
gadgets with an average length of instructions. Note that we considered 
any combination of indirect control transfer instructions as a gadget 
(Checkoway et al., 2010). The ROP attack scenarios used in our ex-
periment are divided into active exploits and passive exploits. As the 
names suggest, the former actively exploits a specific host, while the 
latter, such as browser-based exploits and file format exploits, waits for 
vulnerable hosts to connect or open a malicious file and then exploits 
them. The ROP attack scenarios proceed with the interaction between a 
target machine and an attack machine. The attack scenarios consist of 
two stages. In the first stage, reverse_tcp and exploit-specific code are 
sent as payloads and executed; ROP attacks occur at this stage. In the 
second stage, the payload for shellcode, such as the meterpreter session 
connection, is transmitted and executed. Note that we focus on system 
information during the first stage because the main objective of ROP at-
tacks is usually to enable execution of the second stage shellcode. We 
checked the start time of the second stage through Wireshark or FFDEC, 
and collected any data present before that time as attack data.

In general, one data set from the observation contains about 2,500 
samples (i.e., 2, 500 × 30). We used the 910 data sets we obtained by 
monitoring 13 sets of scenarios for normal executions and ROP attack 
executions. We divided the 910 data sets into 650 (13 ×50) training/val-
idation data sets and 260 (13 × 20) test data sets. All 650 training/val-
idation data sets (13 × 50) were obtained from normal scenarios, with 
20% of the data sets used for training also serving as validation data 
sets. The 260 test data sets consisted of 130 (13 × 10) data sets from 
normal scenarios and 130 (13 × 10) data sets from attack scenarios. 
We created three models for each test program, each using different 
datasets and thresholds, as shown in Table 4. We standardized the train-
ing/validation data sets with Scikit-learn’s StandardScaler and scaled 
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the test data sets with Scaler used for the training/validation data sets.
5.2. Baseline techniques

To evaluate the performance of the proposed method, we imple-
mented the following baseline techniques:

• SIGDROP (Wang and Backer, 2016): SIGDROP is a signature-based 
ROP detection using HPC data. We employed the identical HPC 
data and thresholds to implement the SIGDROP and set the average 
number of instructions in a gadget X = 3. We set up both the target 
and attack machines with an Intel Xeon Silver 4208 2.1 Ghz.

𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝐴𝑁𝑌 ≤𝐵𝑅_𝑀𝐼𝑆𝑃 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝑅𝐸𝑇 ×𝑋

(1)

• ROPSENTRY (Das et al., 2018): ROPSENTRY is a runtime defense 
against ROP attacks using HPC data. We collected the identical HPC 
data and selected the thresholds as described in Das et al. (2018). 
We set up both the target and attack machines with an Intel Xeon 
Silver 4208 2.1 Ghz.

𝐵𝑅_𝑀𝐼𝑆𝑃 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝑅𝐸𝑇

𝐵𝑅_𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝑁𝐸𝐴𝑅_𝑅𝐸𝑇𝑈𝑅𝑁
≥ 0.9 (2)

𝐵𝑅_𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝑁𝐸𝐴𝑅_𝑅𝐸𝑇𝑈𝑅𝑁

𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝐴𝑁𝑌
≥ 0.2 (3)

𝐹𝑅𝑂𝑁𝑇𝐸𝑁𝐷_𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝐼𝑇𝐿𝐵_𝑀𝐼𝑆𝑆

𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝐴𝑁𝑌
≥ 0.8 (4)

𝐿𝑂𝑁𝐺𝐸𝑆𝑇 _𝐿𝐴𝑇 _𝐶𝐴𝐶𝐻𝐸.𝑀𝐼𝑆𝑆

𝐼𝑁𝑆𝑇 _𝑅𝐸𝑇𝐼𝑅𝐸𝐷.𝐴𝑁𝑌
≥ 2.0 (5)

• LSTM-AE (Malhotra et al., 2016): To assess the effectiveness of 
DROPSYS in detecting attacks, we compared its performance with 
another LSTM-based anomaly detection technique, LSTM autoen-
coder (LSTM-AE), which relies on a deterministic nature. We con-
figured the window size of LSTM-AE to 25 and calculated the 
reconstruction error, following the approach used by DROPSYS, for 
the detection of ROP attacks.

5.3. Detection performance

RQ 1. What advantages does DROPSYS gain from optimizing its 
hyperparameters? To achieve the best possible performance of LSTM-

VAE, it is necessary to determine its appropriate hyperparameters. We 
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Table 5

The change of detection performance and overhead in view of the num-
ber of features.

Detection Performance Features (K)

10 15 20 25 30

Accuracy 0.847 0.881 0.908 0.886 0.874
False Positive Rate 0.104 0.103 0.051 0.083 0.092
F1 Score 0.822 0.873 0.897 0.876 0.864
AUC-ROC 0.922 0.956 0.972 0.952 0.952
Model size (kb) 836 871 910 949 994
Total parameters 50790 53440 56340 59490 62890

Table 6

The change of detection performance in view of the size of 
time window with four metrics.

Detection performance Time window (T)

15 25 35 50

Accuracy 0.911 0.923 0.914 0.908
False Positive Rate 0.067 0.048 0.038 0.051
F1 Score 0.905 0.916 0.905 0.897
AUC-ROC 0.964 0.973 0.971 0.972

consider two key hyperparameters that impact the performance: the 
number of features, the time window size, and the sampling rate of 
the data. We evaluated these hyperparameters to identify the optimal 
values and improve the performance of the model.

The number of features refers to the dimensions in the input data. 
We tested to determine enough features that not only capture important 
information, but also do not make the model overly complex. Table 5
shows the average attack detection performance and overhead accord-
ing to the number of features (K is the number of features selected 
from the top contribution based on the Shapley value in Fig. 4). We 
set DROPSYS with a time window size as 50 and evaluated the aver-
age detection performance. It is observed that DROPSYS obtains the 
best detection performance when K is set to 20 (i.e., 20 features). When 
20 features are selected, DROPSYS outperforms other feature numbers 
in all metrics: average accuracy (0.908), false positive rate (0.051), F1 
score (0.897), and AUC-ROC (0.972). However, if the number of se-
lected features is greater than 20 or less than 20, the performance of 
DROPSYS deteriorates. From an overhead perspective, it is observed 
that as the dimensions of the input data increase, both the number of 
model parameters and the size of the model also increase, which has 
direct impact on training time, inference time, and memory require-
ments. The highest detection performance model has a size of 910 KB 
and a total of 56340 parameters. Overall, the results suggest that feature 
selection based on the Shapley value can reduce model complexity and 
improve detection performance. To maintain a reasonable performance 
overhead while ensuring high detection performance, we selected the 
top 20 system information based on the Shapley value as the input data.

The time window size refers to the number of time steps that are 
used as the input data. Increasing the time window size can capture 
long-term patterns in the data, but it also makes the model more com-
plex and requires more training data. On the other hand, decreasing the 
time window size can capture local patterns, but may not properly cap-
ture long-term patterns in the data. Table 6 summarizes the results for 
DROPSYS from time window size 15 to 50 (T is the size of time win-
dow). We evaluated the average detection performance of DROPSYS 
when using the top 20 features of the Shapley values. We observed that 
DROPSYS has the best performance when T = 25. Table 6 shows that T 
slightly improves the detection performance of DROPSYS, which means 
that balancing the time windows is useful.

Additionally, we compared the detection performance of DROPSYS 
using two data sets to investigate the impact of system information on 
detecting ROP attacks. One data set has only 6 HPC data based on the 
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Shapley value, while the other has 20 system information based on the 
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Fig. 8. The change of detection performance and runtime overhead in view of 
sampling rate (ms).

Shapley value. Note that the data set of 20 system information includes 
not only the 6 HPC data but also 14 extra system utilization data. Ta-
ble 7 shows the evaluation results for accuracy, false positive rates, F1 
scores, and AUC-ROC between two models. The LSTM-VAE with HPC 
data only shows average accuracy as 0.572 and the average F1 score as 
0.561. However, the LSTM-VAE with 20 system information has an av-
erage accuracy of 0.923 and an average F1 score of 0.916. Notably, 
we observed a substantial difference in false positive rates of 0.411 
and 0.048 for the models based on HPC data and system information, 
respectively. These results show that DROPSYS based on system infor-
mation has good performance across all metrics.

Capturing the temporal dependencies of time-series data requires 
not only considering the number of features and the time window size, 
but also the sampling rate of the data. We tested the detection perfor-
mance using three different sampling rates. Note that the size of the 
time window varies with the change in sampling rate as follows: 25 for 
1 ms, 5 for 5 ms, and 2 for 10 ms. Fig. 8 shows that the detection perfor-
mance improves with changes in sampling rate. These are the detection 
performance metrics for different sampling rates:

• 1 ms: Accuracy = 0.923, F1 score = 0.916, AUC-ROC = 0.973, 
False Positive Rate = 0.048

• 5 ms: Accuracy = 0.937, F1 score = 0.930, AUC-ROC = 0.982, 
False Positive Rate = 0.024

• 10 ms: Accuracy = 0.953, F1 score = 0.949, AUC-ROC = 0.984, 
False Positive Rate = 0.028

In addition, we assessed the runtime overhead of the three programs 
using three different sampling rates. As shown in Fig. 8, the runtime 
overhead improves as the sampling rate changes. For 1 ms, the aver-
age runtime overhead is 3.73% (Internet Explorer: 4.11%, WebAccss: 
2.92%, VLC: 4.16%). For 5 ms, it is 3.35% (Internet Explorer: 3.77%, 
WebAccss: 2.74%, VLC: 3.54%), and for 10 ms, it is 3.45% (Internet Ex-
plorer: 3.99%, WebAccss: 2.97%, VLC: 3.39%). Szekeres et al. (2013)
categorized overhead as unacceptable only if it doubled the runtime. 
Our runtime overhead is within this acceptable range, so it can be rated 
as favorable.

RQ 2. How accurately does DROPSYS capture abnormal system in-

formation? We evaluated the reconstruction function of DROPSYS to 

verify the accuracy of our model in detecting ROP attacks. First, We 
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Table 7

The detection performance with four metrics on two data sets.

CVEs Data sets based on HPC data

Accuracy False Positive Rate F1 Score AUC-R

2011-1996 0.673 0.243 0.643 0.757
2012-1535 0.618 0.297 0.586 0.693
2012-1875 0.701 0.281 0.695 0.771
2012-1876 0.543 0.271 0.438 0.624
2012-4792 0.491 0.264 0.328 0.495
2012-4969 0.449 0.552 0.448 0.487
2013-1347 0.694 0.29 0.69 0.769
2013-2551 0.478 0.702 0.557 0.578
2013-3897 0.499 0.577 0.534 0.57
2014-0569 0.544 0.553 0.581 0.637
2015-0359 0.501 0.548 0.525 0.582
2017-14016 0.618 0.394 0.626 0.691
2018-11529 0.633 0.37 0.638 0.683
Average 0.572 0.411 0.561 0.641

Fig. 9. Visualization of system information and the anomaly score over time. The upp
The pink vertical lines represent the time of ROP attack detection. (a) A normal ex

with CVE-2012-1876.

monitored how system information and the anomaly score appeared 
during the duration of the attacks. Fig. 9 illustrates that the time points 
and time intervals between ROP attacks and the increase in anomaly 
score from our model are almost identical. The pink vertical lines show 
the time of anomaly detection when the first execution of ROP matches 
with the initial occurrence of abnormal system information. The upper 
6 subgraphs in Fig. 9 show the observation of system information from 
both normal and attack executions in Internet Explorer. The observed 
increase in the anomaly score in the seventh subgraphs of Fig. 9(b) and 
9(c) compared to Fig. 9(a) suggests that the abnormal series of sys-
tem information is not typical in normal executions. While some system 
information may exhibit visually discernible patterns in normal and at-
tack executions, most are challenging to differentiate with certainty. 
This is why we need DNNs to analyze system information.

Next, We compared DROPSYS with three other baseline techniques. 
Note that we did not need to train or validate SIGDROP and ROPSEN-
TRY because these are rule-based techniques and not machine learning 
based. Fig. 10 shows the evaluation results for accuracy, false positive 
rates, and F1 scores. SIGDROP represents an average accuracy of 0.575 
across 13 sets of scenarios and an average F1 score of 0.612. In addi-
tion, ROPSENTRY is evaluated through experiments with an average 
11

accuracy of 0.765 and an average F1 score of 0.816. These results show 
Computers & Security 140 (2024) 103813

Data sets based on system information

OC Accuracy False Positive Rate F1 Score AUC-ROC

0.923 0.018 0.894 0.978
0.856 0.045 0.840 0.937
0.960 0.061 0.962 0.983
0.965 0.042 0.964 0.988
0.930 0.004 0.918 0.978
0.927 0.063 0.923 0.984
0.983 0.023 0.983 0.998
0.917 0.085 0.918 0.978
0.956 0.084 0.960 0.997
0.868 0.043 0.855 0.956
0.914 0.033 0.909 0.962
0.907 0.034 0.901 0.978
0.892 0.084 0.884 0.937
0.923 0.048 0.916 0.973

er six graphs show observations. The lower subgraphs show the anomaly scores. 
ecution. (b) An attack execution with CVE-2015-0359. (c) An attack execution 

Fig. 10. Comparison of DROPSYS and three baseline techniques with three met-

rics.
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y de
Fig. 11. The way anomal

that the accuracy of 0.953 and F1 score of 0.949 of DROPSYS (i.e., 
detection performance) are superior to these existing techniques. In ad-
dition, the average false positive rates of SIGDROP and ROPSENTRY 
are 0.328 and 0.276, which are both much higher than the 0.028 false 
positive for DROPSYS. These results indicate that DROPSYS alleviates 
the false positive problem that is present in existing HPC-based ROP 
detection techniques.

In conclusion, we addressed the research problems we set by uti-
lizing LSTM-VAE based on system information. DROPSYS not only 
achieves high detection performance but also incurs no additional costs 
when applying it to a system. Especially, compared to existing tech-
niques, DROPSYS exhibits high detection performance. On the other 
hand, a disadvantage of DROPSYS, in comparison to existing tech-
niques, is its requirement for extensive data during training, posing 
challenges due to the large amounts needed. Furthermore, understand-
ing the internal workings of deep learning models can be challenging.

6. Discussion and future work

While DROPSYS significantly enhances detection performance 
against ROP attacks, there are certain aspects that could be consid-
ered limitations. First of all, we want to clarify that false positives may 
occur in DROPSYS due to anomalies not necessarily related to ROP at-
tacks. However, DROPSYS can mitigate this issue in two ways. First, our 
model employs anomaly detection based on semi-supervised learning. 
The model’s determination of what is considered normal is influenced 
by the definition of the training data (normal instances). Depending on 
the learned training data, the normal area can either narrow or widen. 
As illustrated in Fig. 11, anomaly detection determines the normal area 
from the training data to detect attack data (represented by red Xs). 
Before training on normal data A and B, any data outside the normal 
area is considered anomalous. If we identify A and B as normal and 
train on them, the boundary between normal and anomaly is defined 
more appropriately. Likewise, if DROPSYS learns normal conditions 
that might be overlooked, such as A and B, it can reduce false positives. 
Secondly, the system information mechanism used by DROPSYS can be 
collected within the scope we defined. We can obtain system informa-
tion clearly from the operation of a target application, which ensures 
that the system information is minimally affected by other conditions in 
the system. This means that DROPSYS can focus on the target program. 
The ability to control the scope of system information’s source allows 
us to monitor both hardware events and system utilization only for a 
target program. Therefore, even if our model produces false positives, 
it does not affect our overall detection. In future work, to address the 
challenge of the ambiguous boundary between normal and outlier ob-
jects, we will define what is considered normal and evaluate our model 
by incorporating formal specifications based on formal methods.

Additionally, we would like to discuss our experiments conducted 
with a limited number of real-world ROP exploits. While the results 
are promising, this issue may be considered a limitation in generaliz-
ing our technique. Other studies have also observed similar situations 
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regarding this issue (Pappas et al., 2013; Tang et al., 2014; Cristalli et 
tection learns from data.

al., 2016; Das et al., 2018). In reality, finding real-world ROP exploits 
that function in a specific environment is challenging, especially when 
considering that creating such exploits often requires legacy programs. 
These programs are not only no longer distributed but also fail to exe-
cute properly due to limited compatibility. Nevertheless, DROPSYS can 
be considered to generalize its key characteristics for detecting ROP at-
tacks. DROPSYS is based on a key principle in semi-supervised anomaly 
detection, which enables it to generalize its approach by learning the 
characteristics of normal data. This allows it to identify anomalous data 
as deviations from the learned normal pattern. (Alla and Adari, 2019). 
In our experiment, we expanded upon previous research that covers 
the entire spectrum of ROP attacks (Das et al., 2018). Subsequently, we 
evaluated the effectiveness of our approach by testing it against real-
world ROP exploits, revealing very high accuracy in detecting them. 
Furthermore, while empirical values for ROP attacks may change with 
the introduction of new exploits, DROPSYS can seamlessly adapt and 
integrate new patterns by monitoring various HPC data and system uti-
lization data.

Finally, we would like to discuss our feature selection experiment. 
Our approach is based on the Shapley value, aiming to enhance the 
predictive performance of our model and generate a more computa-
tionally efficient model. However, we acknowledge a limitation in our 
experiment, which lies in not testing several existing methods for de-
termining the importance or contribution of features. In future work, 
we plan to conduct experiments by utilizing two key categories of 
feature selection techniques (Chandrashekar and Sahin, 2014): Wrap-
per methods (model-driven evaluations) and Filter methods (general 
model-independent evaluations). Furthermore, we will focus on analyz-
ing system information based on feature relevance explanations from 
eXplainable AI (XAI) (Gunning, 2017). This approach aims not only to 
improve learning performance but also to enable humans to understand 
model predictions. For instance, to explain how our model predicts ROP 
attacks based on system information, we can use model-agnostic tech-
niques that are specifically designed to be incorporated into any model 
(Arrieta et al., 2020).

7. Related works

In this section, we discuss ROP defenses in general, with a particular 
emphasis on hardware-assisted and HPC-based defense techniques that 
are closely related to our work. Control-Flow Integrity (CFI) (Burow et 
al., 2017) is a general defense that protects forward edges such as func-
tion pointers or virtual table pointers. It enforces policies on indirect 
control transfer instructions to ensure that the program’s execution flow 
follows valid paths in its Control-Flow Graph (CFG). However, CFI has 
a weakness: static CFG construction is imprecise, resulting in numer-
ous possible targets with the same label. Although the CFI enforcement 
component validates labels at runtime, this ambiguity may still enable 
attackers to launch attacks using allowed function-level gadgets (Ko-
ruyeh et al., 2020). Code Pointer Integrity (CPI) (Kuznetzov et al., 2018) 
divides a stack into a safe stack and an unsafe stack. CPI protects stack 

variables that could potentially be unsafe by moving them to the safe 
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stack, preventing them from being tampered with. However, CPI has 
limited compatibility with unprotected code. Automated software diver-
sity defenses (Larsen et al., 2014) utilize binary rewriting techniques at 
post-compile or run-time. These defenses can involve stack canaries or 
ASLR schemes. But attackers can use various techniques, such as infor-
mation leakage and brute force attacks, to dynamically get the location 
of the code and then bypass automated software diversity defenses. A 
shadow stack (Burow et al., 2019) protects backward edge, i.e., return 
addresses. This technique uses a secondary stack, known as a shadow 
stack, to save return addresses in an isolated memory region and to 
verify the saved return addresses. But attackers can exploit memory 
vulnerabilities to infer the location of the shadow stack.
Hardware-assisted defense techniques. Hardware-assisted defense 
techniques included new approaches to mitigate the limitations of exist-
ing software-based defense techniques, which required source code and 
symbolic debugging information of the target program to defend against 
control-flow attacks (Göktas et al., 2014). For example, CFIMon (Xia et 
al., 2012) utilizes the branch-tracing store mechanism provided by the 
processor’s PMU along with static analysis. CFIMon detects the integrity 
violation of the program’s control flow in accordance with several pro-
posed rules. After CFIMon, kBouncer (Pappas et al., 2013) involves a 
technique that can detect ROP attacks using the last branch recording 
(LBR) mechanism. Especially, kBouncer checks the LBR register when 
a system API function is called and detects ROP attacks according to 
the proposed policy for the integrity of indirect control transfers. How-
ever, these API hooking defense techniques can easily be bypassed by 
elaborate ROP attack payloads, such as hook hopping (Li and Crouse, 
2014).

HPC-based defense techniques. Techniques using HPCs to detect ROP 
attacks are based on heuristics that use the number of mispredicted re-
turn instructions. These techniques take advantage of the fact that ROP 
attacks change the control flow, causing branch prediction on return 
instructions to fail. The following three techniques utilize HPC data as 
thresholds for ROP attack detection: HDROP (Zhou et al., 2014), SIG-
DROP (Wang and Backer, 2016), and ROPSENTRY (Das et al., 2018). 
First, HDROP detects ROP attacks by monitoring the mispredicted re-
turn instruction values. HDROP is a compiler-based approach that re-
quires source code instrumentation in order to insert the necessary 
monitoring checkpoints. Next, SIGDROP detects ROP attacks by cre-
ating rules for hardware performance events, described as instructions 
retired, mispredicted return instructions, and near return instructions. 
Similarly, ROPSENTRY utilizes hardware performance events, such as 
mispredicted return instructions, near return instructions, instructions 
retired, misses in all ITLB levels, and longest latency cache misses to 
detect ROP attacks. In particular, ROPSENTRY includes an ROP-only 
defense method and a self-adaptive defense method to reduce perfor-
mance overhead. However, detection results for techniques using only 
HPC data are less than desirable (Das et al., 2019). In addition, Tang 
et al. (2014) proposed a technique to detect ROP attacks using the 
HPC-based one-class support vector machine. However, that technique 
focused more on what happens after an ROP attack, so the actual ROP 
attack detection rate remains low. Also, Pfaff et al. (2015) proposed 
an ROP attack detection technique using HPC data and a support vec-
tor machine. However, the hardware performance event used in their 
technique is currently only found on discontinued processors. Outside 
of these existing techniques, many fields have turned to using HPC 
data (Herath and Fogh, 2015). For example, HPC data is used in other 
security fields like program integrity (Malone et al., 2011), malware 
detection (Demme et al., 2013), rootkits detection (Singh et al., 2017), 
and cache side-channel attack defense (Zhang and Reiter, 2013).

8. Conclusion

In this paper, we presented a new technique called DROPSYS, which 
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is a comprehensive ROP attack detection technique that has proven 
Computers & Security 140 (2024) 103813

effective detection performance without additional cost or compatibil-
ity issues. By leveraging system information, DROPSYS mitigates the 
non-determinism of HPCs and the limited number of available HPCs. 
Additionally, DROPSYS utilizes LSTM-VAE to capture the behaviors and 
effects of ROP attacks. We subsequently demonstrated that DROPSYS 
can successfully detect ROP attacks at a high rate as a result of our 
fine-grained analysis of real-world ROP exploits.
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